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  C H A P T E R
  History and Goals
1.1 History of the UNIX System
  The UNIX system has been in wide use for over 20 years, and has helped to define many areas of computing. Although numerous organizations have contributed (and still contribute) to the development of the UNIX system, this book will pri- marily concentrate on the BSD thread of development:

	Bell Laboratories, which invented UNIX
	The Computer Systems Research Group (CSRG) at the University of California at Berkeley, which gave UNIX virtual memory and the reference implementation of TCP/IP
	Berkeley Software Design, Incorporated (BSDI), The FreeBSD Project, and The NetBSD Project, which continue the work started by the CSRG

  Origins
  The first version of the UNIX system was developed at Bell Laboratories in 1969 by Ken Thompson as a private research project to use an otherwise idle PDP-7. Thompson was joined shortly thereafter by Dennis Ritchie, who not only con- tributed to the design and implementation of the system, but also invented the C programming language. The system was completely rewritten into C, leaving almost no assembly language. The original elegant design of the system [Ritchie,
  1978] and developments of the past 15 years [Ritchie, 1984a; Compton, 1985]
  Berkeley Software USG/USDUATTIS Bell Laboratories
  Distributions
  merely a pun on Multics; in areas where Multics attempted to do many tasks,
  Research
DSG/USO/USL
  UNIX tried to do one task well. The basic organization of the UNIX filesystem, the 1969
  First Edition
  idea of using a user process for the command interpreter, the general organization of the filesystem interface, and many other system characteristics, come directly from Multics. 1973 Fifth Edition
  Ideas from various other operating systems, such as the Massachusetts Insti- tute of Technology's (MIT's) CTSS, also have been incorporated. The fork opera- tion to create new processes comes from Berkeley's GENIE (SDS-940, later 1976 Sixth Edition
  XDS-940) operating system. Allowing a user to create processes inexpensively led to using one process per command, rather than to commands being run as proce- dure calls, as is done in Multics.
  1BSD 1977 PWB MERT CB UNIX There are at least three major streams of development of the UNIX system.
Figure 1.1 sketches their early evolution; Figure 1.2 (shown on page 6) sketches their more recent developments, especially for those branches leading to 4.4BSD  2BSD 1978
  and to System V [Chambers &amp; Quarterman, 1983; Uniejewski, 1985]. The dates given are approximate, and we have made no attempt to show all influences. Some of the systems named in the figure are not mentioned in the text, but are included to show more clearly the relations among the ones that we shall examine.
  Research UNIX 1979
  The first major editions of UNIX were the Research systems from Bell Laborato- ries. In addition to the earliest versions of the system, these systems include the
  UNIX Time-Sharing System, Sixth Edition, commonly known as V6, which, in
  1976, was the first version widely available outside of Bell Laboratories. Systems
  1980
  are identified by the edition numbers of the UNIX Programmer's Manual that were
  3.0.1 current when the distributions were made.
  The UNIX system was distinguished from other operating systems in three
  1981 4.0.1
  important ways: 1. The UNIX system was written in a high-level language.
  1982 5.0 System III 2. The UNIX system was distributed in source form.
  2.8BSD
  3. The UNIX system provided powerful primitives normally found in only those operating systems that ran on much more expensive hardware.
  Eighth 4.1cBSD 1983 5.2 SystemV XENIX 3 Edition
  Most of the system source code was written in C, rather than in assembly lan- guage. The prevailing belief at the time was that an operating system had to be
  2.9BSD
  written in assembly language to provide reasonable efficiency and to get access to the hardware. The C language itself was at a sufficiently high level to allow it to
  4.2BSD 1984 SystemV SunOS
  be compiled easily for a wide range of computer hardware, without its being so
  Release 2
  complex or restrictive that systems programmers had to revert to assembly lan- guage to get reasonable efficiency or functionality. Access to the hardware was
  1985
  provided through assembly-language stubs for the 3 percent of the operating-sys- Figure 1.1 The UNIX system family tree, 1969-1985. tem functions—such as context switching—that needed them. Although the suc- cess of UNIX does not stem solely from its being written in a high-level
  System V Eighth
  language, the use of C was a critical first step [Ritchie et al, 1978; Kernighan &amp;
  1985 Release 2 XENIX 3 SunOS Edition 4.2BSD 2.9BSD
  Ritchie, 1978; Kernighan &amp; Ritchie, 1988]. Ritchie's C language is descended [Rosier, 1984] from Thompson's B language, which was itself descended from
  BCPL [Richards &amp; Whitby-Strevens, 1980]. C continues to evolve [Tuthill, 1985;
  1986
  X3J11, 1988], and there is a variant—C++—that more readily permits data abstraction [Stroustrup, 1984; USENIX, 1987].
  The second important distinction of UNIX was its early release from Bell Lab- 1987 oratories to other research environments in source form. By providing source, the system's founders ensured that other organizations would be able not only to use
  Chorus
2.10BSD
  the system, but also to tinker with its inner workings. The ease with which new ideas could be adopted into the system always has been key to the changes that have been made to it. Whenever a new system that tried to upstage UNIX came along, somebody would dissect the newcomer and clone its central ideas into
  1988
  UNIX. The unique ability to use a small, comprehensible system, written in a high-level language, in an environment swimming in new ideas led to a UNIX sys- tem that evolved far beyond its humble beginnings.
  The third important distinction of UNIX was that it provided individual users 1989
  with the ability to run multiple processes concurrently and to connect these pro-
2.11BSD
  cesses into pipelines of commands. At the time, only operating systems running
  Chorus
  V3
  on large and expensive machines had the ability to run multiple processes, and the number of concurrent processes usually was controlled tightly by a system admin- istrator.
  1990 Most early UNIX systems ran on the PDP-11, which was inexpensive and
  powerful for its time. Nonetheless, there was at least one early port of Sixth Edi- tion UNIX to a machine with a different architecture, the Interdata 7/32 [Miller,
  1991
  1978]. The PDP-11 also had an inconveniently small address space. The introduc- tion of machines with 32-bit address spaces, especially the VAX-11/780, provided an opportunity for UNIX to expand its services to include virtual memory and net-
  1992
  working. Earlier experiments by the Research group in providing UNIX-like facil- ities on different hardware had led to the conclusion that it was as easy to move the entire operating system as it was to duplicate UNIX's services under another
  BSDI 1.0 Novell
  operating system. The first UNIX system with portability as a specific goal was
  1993 Linux UNIX UNIX Time-Sharing System, Seventh Edition
  (V7), which ran on the PDP-11
  Ware
  and the Interdata 8/32, and had a VAX variety called UNIX/32V Time-Sharing,
  System Version 1.0 (32V). The Research group at Bell Laboratories has also 1994
  developed UNIX Time-Sharing System, Eighth Edition (V8), UNIX Time-Shar-
  ing System, Ninth Edition
  (V9), and UNIX Time-Sharing System, Tenth Edi-
  tion (V10). Their 1996 system is Plan 9.
  1995 BSDI2.
4.4BSD °
  AT&amp;T UNIX System III and System V
  After the distribution of Seventh Edition in 1978, the Research group turned over
  1996 external distributions to the UNIX Support Group (USG). USG had previously dis-
Figure 1.2 The UNIX system family tree, 1986-1996.  tributed internally such systems as the UNIX Programmer's Work Bench (PWB), and had sometimes distributed them externally as well [Mohr, 1985]. USG's first external distribution after Seventh Edition was UNIX System III
  (System III), in 1982, which incorporated features of Seventh Edition, of 32V,
  The most influential of the non-Bell Laboratories and non-AT&amp;T UNIX develop- ment groups was the University of California at Berkeley [McKusick, 1985]. Software from Berkeley is released in Berkeley Software Distributions (BSD)—for example, as 4.3BSD. The first Berkeley VAX UNIX work was the addition to 32V of virtual memory, demand paging, and page replacement in 1979 by William Joy and Ozalp Babaoglu, to produce 3BSD [Babaoglu &amp; Joy, 1981].
  The 4BSD work for DARPA was guided by a steering committee that included many notable people from both commercial and academic institutions. The cul- mination of the original Berkeley DARPA UNIX project was the release of 4.2BSD in 1983; further research at Berkeley produced 4.3BSD in mid-1986. The next releases included the 4.3BSD Tahoe release of June 1988 and the 4.3BSD Reno release of June 1990. These releases were primarily ports to the Computer Con- soles Incorporated hardware platform. Interleaved with these releases were two unencumbered networking releases: the 4.3BSD Netl release of March 1989 and the 4.3BSD Net2 release of June 1991. These releases extracted nonproprietary code from 4.3BSD; they could be redistributed freely in source and binary form to companies that and individuals who were not covered by a UNIX source license. The final CSRG release was to have been two versions of 4.4BSD, to be released in June 1993. One was to have been a traditional full source and binary distrib- ution, called 4.4BSD-Encumbered, that required the recipient to have a UNIX source license. The other was to have been a subset of the source, called 4.4BSD- Lite, that contained no licensed code and did not require the recipient to have a UNIX source license. Following these distributions, the CSRG would be dis- solved. The 4.4BSD-Encumbered was released as scheduled, but legal action by USL prevented the distribution of 4.4BSD-Lite. The legal action was resolved about 1 year later, and 4.4BSD-Lite was released in April 1994. The last of the money in the CSRG coffers was used to produce a bug-fixed version 4.4BSD-Lite, release 2, that was distributed in June 1995. This release was the true final distribution from the CSRG.
  4.3BSD Tahoe, and 4.3BSD Reno. 4BSD was the UNIX operating system of choice for VAXes from the time that the VAX first became available in 1977 until the release of System V in 1983. Most organizations would purchase a 32V license, but would order 4BSD from Berkeley. Many installations inside the Bell System ran 4.1BSD (and replaced it with 4.3BSD when the latter became available). A new virtual-memory system was released with 4.4BSD. The VAX was reaching the end of its useful lifetime, so 4.4BSD was not ported to that machine. Instead, 4.4BSD ran on the newer 68000, SPARC, MIPS, and Intel PC architectures.
  We refer to all the Berkeley VAX UNIX systems following 3BSD as 4BSD, although there were really several releases—4.0BSD, 4.1BSD, 4.2BSD, 4.3BSD,
  such as DARPA's ARPANET.
  A goal of the 4BSD project was to provide support for the DARPA Internet networking protocols, TCP/IP [Cerf &amp; Cain, 1983]. The networking implementa- tion was general enough to communicate among diverse network facilities, rang- ing from local networks, such as Ethernets and token rings, to long-haul networks,
  The reason for the large virtual-memory space of 3BSD was the development of what at the time were large programs, such as Berkeley's Franz LISP. This mem- ory-management work convinced the Defense Advanced Research Projects Agency (DARPA) to fund the Berkeley team for the later development of a stan- dard system (4BSD) for DARPA's contractors to use.
  Berkeley Software Distributions
  and also of several UNIX systems developed by groups other than the Research group. Features of UNIX /RT (a real-time UNIX system) were included, as were many features from PWB. USG released UNIX System V (System V) in 1983; that system is largely derived from System III. The court-ordered divestiture of the Bell Operating Companies from AT&amp;T permitted AT&amp;T to market System V aggressively [Wilson, 1985; Bach, 1986].
  Systems prominently not based on UNIX include IBM's OS/2 and Microsoft's Windows 95 and Windows/NT. All these systems have been touted as UNIX killers, but none have done the deed.
  Probably the most widespread version of the UNIX operating system, accord- ing to the number of machines on which it runs, is XENIX by Microsoft Corpora- tion and The Santa Cruz Operation. XENIX was originally based on Seventh Edition, but later on System V More recently, SCO purchased UNIX from Novell and announced plans to merge the two systems.
  The ease with which the UNIX system can be modified has led to development work at numerous organizations, including the Rand Corporation, which is responsible for the Rand ports mentioned in Chapter 11; Bolt Beranek and New- man (BBN), who produced the direct ancestor of the 4.2BSD networking imple- mentation discussed in Chapter 13; the University of Illinois, which did earlier networking work; Harvard; Purdue; and Digital Equipment Corporation (DEC).
  Other Organizations
  1985]. ATTIS was succeeded by UNIX System Laboratories (USL), which was sold to Novell in 1993. Novell passed the UNIX trademark to the X/OPEN consor- tium, giving the latter sole rights to set up certification standards for using the UNIX name on products. Two years later, Novell sold UNIX to The Santa Cruz Operation (SCO).
  USG metamorphosed into the UNIX System Development Laboratory (USDL), which released UNIX System V, Release 2 in 1984. System V, Release 2, Ver- sion 4 introduced paging [Miller, 1984; Jung, 1985], including copy-on-write and shared memory, to System V The System V implementation was not based on the Berkeley paging system. USDL was succeeded by AT&amp;T Information Systems (ATTIS), which distributed UNIX System V, Release 3 in 1987. That system included STREAMS, an IPC mechanism adopted from V8 [Presotto &amp; Ritchie,
  Nonetheless, 4BSD still lives on in all modern implementations of UNIX, and in many other operating systems.
  Other UNIX variants have adopted many 4BSD features. AT&amp;T UNIX System V [AT&amp;T, 1987], the IEEE POSIX.l standard [P1003.1, 1988], and the related National Bureau of Standards (NBS) Federal Information Processing Standard
  The quest for efficiency has been a major factor in much of the CSRG's work. Some efficiency improvements have been made because of comparisons with the proprietary operating system for the VAX, VMS [Kashtan, 1980; Joy, 1980].
  Dozens of computer manufacturers, including almost all the ones usually consid- ered major by market share, have introduced computers that run the UNIX system or close derivatives, and numerous other companies sell related peripherals, software packages, support, training, and documentation. The hardware packages involved range from micros through minis, multis, and mainframes to supercomputers. Most of these manufacturers use ports of System V, 4.2BSD, 4.3BSD, 4.4BSD, or mix- tures. We expect that, by now, there are probably no more machines running soft- ware based on System III, 4.1BSD, or Seventh Edition, although there may well still be PDP-1 1s running 2BSD and other UNIX variants. If there are any Sixth Edition systems still in regular operation, we would be amused to hear about them (our con- tact information is given at the end of the Preface).
  (FIPS) have adopted
  UNIX in the World
	Job control (Chapter 2)
	Reliable signals (Chapter 4)
	Multiple file-access permission groups (Chapte
	Filesystem interfaces (Chapter 7) The X/OPEN Group, originally comprising solely European vendors, but now including most U.S. UNIX vendors, produced the X/OPEN Portability Guide [X/OPEN, 1987] and, more recently, the Spec 1170 Guide. These documents specify both the kernel interface and many of the utility programs available to UNIX system users. When Novell purchased UNIX from AT&amp;T in 1993, it trans- ferred exclusive ownership of the UNIX name to X/OPEN. Thus, all systems that want to brand themselves as UNIX must meet the X/OPEN interface specifications. The X/OPEN guides have adopted many of the POSIX facilities. The POSIX.l stan- dard is also an ISO International Standard, named SC22 WG15. Thus, the POSIX facilities have been accepted in most UNIX-like systems worldwide.

  The CSRG incorporated features not only from UNIX systems, but also from other operating systems. Many of the features of the 4BSD terminal drivers are from TENEX/TOPS-20. Job control (in concept—not in implementation) is derived from that of TOPS-20 and from that of the MIT Incompatible Timesharing System (ITS). The virtual-memory interface first proposed for 4.2BSD, and since implemented by the CSRG and by several commercial vendors, was based on the file-mapping and page-level interfaces that first appeared in TENEX/TOPS-20. The current
  4.4BSD virtual-memory system (see Chapter 5) was adapted from MACH, which was itself an offshoot of 4.3BSD. Multics has often been a reference point in the design of new facilities.
  The commercial variant most closely related to 4.4BSD is BSD/OS, produced by Berkeley Software Design, Inc. (BSDI). Early BSDI software releases were based on the Net2 release; the current BSDI release is based on 4.4BSD-Lite.
  Even with the demise of the CSRG, the 4.4BSD system continues to flourish. In the free software world, the FreeBSD and NetBSD groups continue to develop and distribute systems based on 4.4BSD. The FreeBSD project concentrates on developing distributions primarily for the personal-computer (PC) platform. The NetBSD project concentrates on providing ports of 4.4BSD to as many platforms as possible. Both groups based their first releases on the Net2 release, but switched over to the 4.4BSD-Lite release when the latter became available.
  The UNIX system is also a fertile field for academic endeavor. Thompson and Ritchie were given the Association for Computing Machinery Turing award for the design of the system [Ritchie, 1984b]. The UNIX system and related, specially designed teaching systems—such as Tunis [Ewens et al, 1985; Holt, 1983], XINU [Comer, 1984], and MINIX [Tanenbaum, 1987]—are widely used in courses on operating systems. Linus Torvalds reimplemented the UNIX interface in his freely redistributable LINUX operating system. The UNIX system is ubiquitous in uni- versities and research facilities throughout the world, and is ever more widely used in industry and commerce.
  The 4BSD socket interprocess-communication mechanism (see Chapter 11) was designed for portability, and was immediately ported to AT&amp;T System III, although it was never distributed with that system. The 4BSD implementation of the TCP/IP networking protocol suite (see Chapter 13) is widely used as the basis for further implementations on systems ranging from AT&amp;T 3B machines running System V to VMS to IBM PCs.
  The CSRG cooperated closely with vendors whose systems are based on
  4.2BSD and 4.3BSD. This simultaneous development contributed to the ease of further ports of 4.3BSD, and to ongoing development of the system.
1.2 BSD and Other Systems
  The Influence of the User Community
  Much of the Berkeley development work was done in response to the user commu- nity. Ideas and expectations came not only from DARPA, the principal direct-fund- ing organization, but also from users of the system at companies and universities worldwide.
  The Berkeley researchers accepted not only ideas from the user community, but also actual software. Contributions to 4BSD came from universities and other organizations in Australia, Canada, Europe, and the United States. These contri- butions included major features, such as autoconfiguration and disk quotas. A few ideas, such as thefcntl system call, were taken from System V, although licensing

	Device drivers for third-party (non-DEC) peripherals

  and pricing considerations prevented the use of any actual code from System III or System V in 4BSD. In addition to contributions that were included in the distribu-

	Terminal-independent support libraries for screen-based applications; numerous

  tions proper, the CSRG also distributed a set of user-contributed software. applications were developed that used these libraries, including the screen-based
  An example of a community-developed facility is the public-domain time- editor vi zone-handling package that was adopted with the 4.3BSD Tahoe release. It was designed and implemented by an international group, including Arthur Olson,
  4BSD's support of numerous popular third-party peripherals, compared to the Robert Elz, and Guy Harris, partly because of discussions in the USENET news-
  AT&amp;T distribution's meager offerings in 32V, was an important factor in 4BSD group comp.std.unix. This package takes time-zone-conversion rules completely popularity. Until other vendors began providing their own support of 4.2BSD- out of the C library, putting them in files that require no system-code changes to based systems, there was no alternative for universities that had to minimize hard- change time-zone rules; this change is especially useful with binary-only distribu- ware costs. tions of UNIX. The method also allows individual processes to choose rules,
  Terminal-independent screen support, although it may now seem rather rather than keeping one ruleset specification systemwide. The distribution pedestrian, was at the time important to the Berkeley software's popularity. includes a large database of rules used in many areas throughout the world, from China to Australia to Europe. Distributions of the 4.4BSD system are thus simpli-
  4.2BSD Design Goals
  fied because it is not necessary to have the software set up differently for different DARPA wanted Berkeley to develop 4.2BSD as a standard research operating sys- destinations, as long as the whole database is included. The adoption of the time- tem for the VAX. Many new facilities were designed for inclusion in 4.2BSD. zone package into BSD brought the technology to the attention of commercial ven-
  These facilities included a completely revised virtual-memory system to support dors, such as Sun Microsystems, causing them to incorporate it into their systems. processes with large sparse address space, a much higher-speed filesystem, inter-
  Berkeley solicited electronic mail about bugs and the proposed fixes. The process-communication facilities, and networking support. The high-speed UNIX software house MT XINU distributed a bug list compiled from such submis- filesystem and revised virtual-memory system were needed by researchers doing sions. Many of the bug fixes were incorporated in later distributions. There is computer-aided design and manufacturing (CAD/CAM), image processing, and
  constant discussion of UNIX in general (including 4.4BSD) in the USENET
  artificial intelligence (AI). The interprocess-communication facilities were needed
  comp.unix newsgroups, which are distributed on the Internet; both the Internet
  by sites doing research in distributed systems. The motivation for providing net- and USENET are international in scope. There was another USENET newsgroup working support was primarily DARPA's interest in connecting their researchers dedicated to 4BSD bugs: comp.bugs.4bsd. Few ideas were accepted by Berkeley through the 56-Kbit-per-second ARPA Internet (although Berkeley was also inter- directly from these newsgroups' associated mailing lists because of the difficulty ested in getting good performance over higher-speed local-area networks). of sifting through the voluminous submissions. Later, a moderated newsgroup
  No attempt was made to provide a true distributed operating system [Popek, dedicated to the CSRG-sanctioned fixes to such bugs, called comp.bugs.4bsd.bug- 1981]. Instead, the traditional ARPANET goal of resource sharing was used.
  fixes, was created. Discussions in these newsgroups sometimes led to new facili-
  There were three reasons that a resource-sharing design was chosen: ties being written that were later incorporated into the system.
  1. The systems were widely distributed and demanded administrative autonomy.
  At the time, a true distributed operating system required a central administra-
1.3 Design Goals of 4BSD tive authority.
  2. The known algorithms for tightly coupled systems did not scale well.
  4BSD is a research system developed for and partly by a research community, and, more recently, a commercial community. The developers considered many
  3. Berkeley's charter was to incorporate current, proven software technology, design issues as they wrote the system. There were nontraditional considerations rather than to develop new, unproven technology. and inputs into the design, which nevertheless yielded results with commercial importance.
  Therefore, easy means were provided for remote login (rlogin, telnef), file transfer The early systems were technology driven. They took advantage of current (rcp, ftp), and remote command execution (rsh), but all host machines retained hardware that was unavailable in other UNIX systems. This new technology separate identities that were not hidden from the users. included
  Because of time constraints, the system that was released as 4.2BSD did not include all the facilities that were originally intended to be included. In particular,

	Virtual-memory support

  the revised virtual-memory system was not part of the 4.2BSD release. The CSRG did, however, continue its ongoing work to track fast-developing hardware
  4.4BSD Design Goals
  technology in several areas. The networking system supported a wide range of
  4.4BSD broadened the 4.3BSD hardware base, and now supports numerous archi- hardware devices, including multiple interfaces to 10-Mbit-per-second Ethernet, tectures, including Motorola 68K, Sun SPARC, MIPS, and Intel PCs. token ring networks, and to NSC's Hyperchannel. The kernel sources were modu-
  The 4.4BSD release remedies several deficiencies in 4.3BSD. In particular, larized and rearranged to ease portability to new architectures, including to micro- the virtual-memory system needed to be and was completely replaced. The new processors and to larger machines. virtual-memory system provides algorithms that are better suited to the large memories currently available, and is much less dependent on the VAX architecture.
4.3BSD Design Goals
  The 4.4BSD release also added an implementation of networking protocols in the Problems with 4.2BSD were among the reasons for the development of 4.3BSD. International Organization for Standardization (ISO) suite, and further TCP/IP per-
  Because 4.2BSD included many new facilities, it suffered a loss of performance formance improvements and enhancements. compared to 4.1BSD, partly because of the introduction of symbolic links. Some
  The terminal driver had been carefully kept compatible not only with Seventh pernicious bugs had been introduced, particularly in the TCP protocol implementa- Edition, but even with Sixth Edition. This feature had been useful, but is increas- tion. Some facilities had not been included due to lack of time. Others, such as ingly less so now, especially considering the lack of orthogonality of its com-
  TCP/IP subnet and routing support, had not been specified soon enough by outside mands and options. In 4.4BSD, the CSRG replaced it with a POSIX-compatible parties for them to be incorporated in the 4.2BSD release. terminal driver; since System V is compliant with POSIX, the terminal driver is
  Commercial systems usually maintain backward compatibility for many compatible with System V. POSIX compatibility in general was a goal. POSIX releases, so as not to make existing applications obsolete. Maintaining compati- support is not limited to kernel facilities such as termios and sessions, but rather bility is increasingly difficult, however, so most research systems maintain little or also includes most POSIX utilities. no backward compatibility. As a compromise for other researchers, the BSD
  The most critical shortcoming of 4.3BSD was the lack of support for multiple releases were usually backward compatible for one release, but had the deprecated filesystems. As is true of the networking protocols, there is no single filesystem facilities clearly marked. This approach allowed for an orderly transition to the that provides enough speed and functionality for all situations. It is frequently new interfaces without constraining the system from evolving smoothly. In partic- necessary to support several different filesystem protocols, just as it is necessary to ular, backward compatibility of 4.3BSD with 4.2BSD was considered highly desir- run several different network protocols. Thus, 4.4BSD includes an object-oriented able for application portability. interface to filesy stems similar to Sun Microsystems' vnode framework. This
  The C language interface to 4.3BSD differs from that of 4.2BSD in only a few framework supports multiple local and remote filesystems, much as multiple net- commands to the terminal interface and in the use of one argument to one IPC working protocols are supported by 4.3BSD [Sandberg et al, 1985]. The vnode system call (select; see Section 6.4). A flag was added in 4.3BSD to the system interface has been generalized to make the operation set dynamically extensible call that establishes a signal handler to allow a process to request the 4.1 BSD and to allow filesystems to be stacked. With this structure, 4.4BSD supports semantics for signals, rather than the 4.2BSD semantics (see Section 4.7). The numerous filesystem types, including loopback, union, and uid/gid mapping lay- sole purpose of the flag was to allow existing applications that depended on the ers, plus an ISO9660 filesystem, which is particularly useful for CD-ROMs. It also old semantics to continue working without being rewritten. supports Sun's Network filesystem (NFS) Versions 2 and 3 and a new local disk-
  The implementation changes between 4.2BSD and 4.3BSD generally were not based log-structured filesystem. visible to users, but they were numerous. For example, the developers made
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