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Preface

"It has been said that you don't really understand something until you have taught it to someone

else. The truth is that you don't really understand it until you have taught it to a computer; that is,

implemented it as an algorithm."

--— Donald Knuth



As Don Knuth so wisely said, the best way to understand something is to

implement it. This book will help you understand some of the most important

algorithms in data science by showing you how to implement them in the

Java programming language.

The algorithms and data management techniques presented here are often

categorized under the general fields of data science, data analytics, predictive

analytics, artificial intelligence, business intelligence, knowledge discovery,

machine learning, data mining, and big data. We have included many that are

relatively new, surprisingly powerful, and quite exciting. For example, the

ID3 classification algorithm, the K-means and K-medoid clustering

algorithms, Amazon's recommender system, and Google's PageRank

algorithm have become ubiquitous in their effect on nearly everyone who

uses electronic devices on the web.

We chose the Java programming language because it is the most widely used

language and because of the reasons that make it so: it is available, free,

everywhere; it is object-oriented; it has excellent support systems, such as

powerful integrated development environments; its documentation system is

efficient and very easy to use; and there is a multitude of open source

libraries from third parties that support essentially all implementations that a

data analyst is likely to use. It's no coincidence that systems such as

MongoDB, which we study in Chapter 11, Big Data Analysis with Java, are

themselves written in Java.



What this book covers

Chapter 1, Introduction to Data Analysis, introduces the subject, citing its

historical development and its importance in solving critical problems of the

society.

Chapter 2, Data Preprocessing, describes the various formats for data

storage, the management of datasets, and basic preprocessing techniques such

as sorting, merging, and hashing.

Chapter 3, Data Visualization, covers graphs, charts, time series, moving

averages, normal and exponential distributions, and applications in Java.

Chapter 4, Statistics, reviews fundamental probability and statistical

principles, including randomness, multivariate distributions, binomial

distribution, conditional probability, independence, contingency tables,

Bayes' theorem, covariance and correlation, central limit theorem, confidence

intervals, and hypothesis testing.

Chapter 5, Relational Databases, covers the development and access of

relational databases, including foreign keys, SQL, queries, JDBC, batch

processing, database views, subqueries, and indexing. You will learn how to

use Java and JDBC to analyze data stored in relational databases.

Chapter 6, Regression Analysis, demonstrates an important part of predictive

analysis, including linear, polynomial, and multiple linear regression. You

will learn how to implement these techniques in Java using the Apache

Commons Math library.

Chapter 7, Classification Analysis, covers decision trees, entropy, the ID3

algorithm and its Java implementation, ARFF files, Bayesian classifiers and

their Java implementation, support vector machine (SVM) algorithms,

logistic regression, K-nearest neighbors, and fuzzy classification algorithms.

You will learn how to implement these algorithms in Java with the Weka

library.



Chapter 8, Cluster Analysis, includes hierarchical clustering, K-means

clustering, K-medoids clustering, and affinity propagation clustering. You

will learn how to implement these algorithms in Java with the Weka library.

Chapter 9, Recommender Systems, covers utility matrices, similarity

measures, cosine similarity, Amazon's item-to-item recommender system,

large sparse matrices, and the historic Netflix Prize competition.

Chapter 10, NoSQL Databases, centers on the MongoDB database system. It

also includes geospatial databases and Java development with MongoDB.

Chapter 11, Big Data Analysis, covers Google's PageRank algorithm and its

MapReduce framework. Particular attention is given to the complete Java

implementations of two characteristic examples of MapReduce: WordCount

and matrix multiplication.

Appendix, Java Tools, walks you through the installation of all of the

software used in the book: NetBeans, MySQL, Apache Commons Math

Library, javax.json, Weka, and MongoDB.



What you need for this book

This book is focused on an understanding of the fundamental principles and

algorithms used in data analysis. This understanding is developed through the

implementation of those principles and algorithms in the Java programming

language. Accordingly, the reader should have some experience of

programming in Java. Some knowledge of elementary statistics and some

experience with database work will also be helpful.



Who this book is for

This book is for both students and practitioners who seek to further their

understanding of data analysis and their ability to develop Java software that

implements algorithms in that field.



Conventions

In this book, you will find a number of text styles that distinguish between

different kinds of information. Here are some examples of these styles and an

explanation of their meaning.

Code words in text, database table names, folder names, filenames, file

extensions, pathnames, dummy URLs, user input, and Twitter handles are

shown as follows: "We can include other contexts through the use of the

include directive."

A block of code is set as follows:

Color = {RED, YELLOW, BLUE, GREEN, BROWN, ORANGE}

Surface = {SMOOTH, ROUGH, FUZZY}

Size = {SMALL, MEDIUM, LARGE}



Any command-line input or output is written as follows:

mongo-java-driver-3.4.2.jar

mongo-java-driver-3.4.2-javadoc.jar



New terms and important words are shown in bold. Words that you see on

the screen, for example, in menus or dialog boxes, appear in the text like this:

"Clicking the Next button moves you to the next screen."



Note

Warnings or important notes appear in a box like this.



Tip

Tips and tricks appear like this.



Reader feedback

Feedback from our readers is always welcome. Let us know what you think

about this book—what you liked or disliked. Reader feedback is important

for us as it helps us develop titles that you will really get the most out of.

To send us general feedback, simply e-mail , and

mention the book's title in the subject of your message.

If there is a topic that you have expertise in and you are interested in either

writing or contributing to a book, see our author guide at

www.packtpub.com/authors.



Customer support

Now that you are the proud owner of a Packt book, we have a number of

things to help you to get the most from your purchase.



Downloading the example code

You can download the example code files for this book from your account at

http://www.packtpub.com. If you purchased this book elsewhere, you can

visit http://www.packtpub.com/support and register to have the files e-mailed

directly to you.

You can download the code files by following these steps:

1. Log in or register to our website using your e-mail address and

password.

2. Hover the mouse pointer on the SUPPORT tab at the top.

3. Click on Code Downloads & Errata.

4. Enter the name of the book in the Search box.

5. Select the book for which you're looking to download the code files.

6. Choose from the drop-down menu where you purchased this book from.

7. Click on Code Download.

You can also download the code files by clicking on the Code Files button

on the book's webpage at the Packt Publishing website. This page can be

accessed by entering the book's name in the Search box. Please note that you

need to be logged in to your Packt account.

Once the file is downloaded, please make sure that you unzip or extract the

folder using the latest version of:

WinRAR / 7-Zip for Windows

Zipeg / iZip / UnRarX for Mac

7-Zip / PeaZip for Linux

The code bundle for the book is also hosted on GitHub at

https://github.com/PacktPublishing/Java-Data-Analysis. We also have other

code bundles from our rich catalog of books and videos available at

https://github.com/PacktPublishing/. Check them out!



Errata

Although we have taken every care to ensure the accuracy of our content,

mistakes do happen. If you find a mistake in one of our books—maybe a

mistake in the text or the code—we would be grateful if you could report this

to us. By doing so, you can save other readers from frustration and help us

improve subsequent versions of this book. If you find any errata, please

report them by visiting http://www.packtpub.com/submit-errata, selecting

your book, clicking on the Errata Submission Form link, and entering the

details of your errata. Once your errata are verified, your submission will be

accepted and the errata will be uploaded to our website or added to any list of

existing errata under the Errata section of that title.

To view the previously submitted errata, go to

https://www.packtpub.com/books/content/support and enter the name of the

book in the search field. The required information will appear under the

Errata section.



Piracy

Piracy of copyrighted material on the Internet is an ongoing problem across

all media. At Packt, we take the protection of our copyright and licenses very

seriously. If you come across any illegal copies of our works in any form on

the Internet, please provide us with the location address or website name

immediately so that we can pursue a remedy.

Please contact us at  with a link to the suspected

pirated material.

We appreciate your help in protecting our authors and our ability to bring you

valuable content.



Questions

If you have a problem with any aspect of this book, you can contact us at

, and we will do our best to address the problem.



Chapter 1. Introduction to Data

Analysis

Data analysis is the process of organizing, cleaning, transforming, and

modeling data to obtain useful information and ultimately, new knowledge.

The terms data analytics, business analytics, data mining, artificial

intelligence, machine learning, knowledge discovery, and big data are also

used to describe similar processes. The distinctions of these fields probably

lie more in their areas of application than in their fundamental nature. Some

argue that these are all part of the new discipline of data science.

The central process of gaining useful information from organized data is

managed by the application of computer science algorithms. Consequently,

these will be a central focus of this book.

Data analysis is both an old field and a new one. Its origins lie among the

mathematical fields of numerical methods and statistical analysis, which

reach back into the eighteenth century. But many of the methods that we shall

study gained prominence much more recently, with the ubiquitous force of

the internet and the consequent availability of massive datasets.

In this first chapter, we look at a few famous historical examples of data

analysis. These can help us appreciate the importance of the science and its

promise for the future.



Origins of data analysis

Data is as old as civilization itself, maybe even older. The 17,000-year-old

paintings in the Lascaux caves in France could well have been attempts by

those primitive dwellers to record their greatest hunting triumphs. Those

records provide us with data about humanity in the Paleolithic era. That data

was not analyzed, in the modern sense, to obtain new knowledge. But its

existence does attest to the need humans have to preserve their ideas in data.

Five thousand years ago, the Sumerians of ancient Mesopotamia recorded far

more important data on clay tablets. That cuneiform writing included

substantial accounting data about daily business transactions. To apply that

data, the Sumerians invented not only text writing, but also the first number

system.

In 1086, King William the Conqueror ordered a massive collection of data to

determine the extent of the lands and properties of the crown and of his

subjects. This was called the Domesday Book, because it was a final tallying

of people's (material) lives. That data was analyzed to determine ownership

and tax obligations for centuries to follow.



The scientific method

On November 11, 1572, a young Danish nobleman named Tycho Brahe

observed the supernova of a star that we now call SN 1572. From that time

until his death 30 years later, he devoted his wealth and energies to the

accumulation of astronomical data. His young German assistant, Johannes

Kepler, spent 18 years analyzing that data before he finally formulated his

three laws of planetary motion in 1618.



Figure 1 Kepler



Historians of science usually attribute Kepler's achievement as the beginning

of the Scientific Revolution. Here were the essential steps of the scientific

method: observe nature, collect the data, analyze the data, formulate a theory,

and then test that theory with more data. Note the central step here: data

analysis.

Of course, Kepler did not have either of the modern tools that data analysts

use today: algorithms and computers on which to implement them. He did,

however, apply one technological breakthrough that surely facilitated his

number crunching: logarithms. In 1620, he stated that Napier's invention of

logarithms in 1614 had been essential to his discovery of the third law of

planetary motion.

Kepler's achievements had a profound effect upon Galileo Galilei a

generation later, and upon Isaac Newton a generation after him. Both men

practiced the scientific method with spectacular success.



Actuarial science

One of Newton's few friends was Edmund Halley, the man who first

computed the orbit of his eponymous comet. Halley was a polymath, with

expertise in astronomy, mathematics, physics, meteorology, geophysics, and

cartography.

In 1693, Halley analyzed mortality data that had been compiled by Caspar

Neumann in Breslau, Germany. Like Kepler's work with Brahe's data 90

years earlier, Halley's analysis led to new knowledge. His published results

allowed the British government to sell life annuities at the appropriate price,

based on the age of the annuitant.

Most data today is still numeric. But most of the algorithms we will be

studying apply to a much broader range of possible values, including text,

images, audio and video files, and even complete web pages on the internet.



Calculated by steam

In 1821, a young Cambridge student named Charles Babbage was poring

over some trigonometric and logarithmic tables that had been recently

computed by hand. When he realized how many errors they had, he

exclaimed, "I wish to God these calculations had been executed by steam."

He was suggesting that the tables could have been computed automatically by

some mechanism that would be powered by a steam engine.



Babbage was a mathematician by avocation, holding the same Lucasian Chair

of Mathematics at Cambridge University that Isaac Newton had held 150

years earlier and that Stephen Hawking would hold 150 years later. However,

he spent a large part of his life working on automatic computing. Having

invented the idea of a programmable computer, he is generally regarded as

the first computer scientist. His assistant, Lady Ada Lovelace, has been

recognized as the first computer programmer.

Babbage's goal was to build a machine that could analyze data to obtain

useful information, the central step of data analysis. By automating that step,

it could be carried out on much larger datasets and much more rapidly. His

interest in trigonometric and logarithmic tables was related to his objective of

improving methods of navigation, which was critical to the expanding British

Empire.



A spectacular example

In 1854, cholera broke out among the poor in London. The epidemic spread

quickly, partly because nobody knew the source of the problem. But a

physician named John Snow suspected it was caused by contaminated water.

At that time, most Londoners drew their water from public wells that were

supplied directly from the River Thames. The following figure shows the

map that Snow drew, with black rectangles indicating the frequencies of

cholera occurrences:



Figure 3 Dr. Snow's Cholera Map



If you look closely, you can also see the locations of nine public water

pumps, marked as black dots and labeled PUMP. From this data, we can

easily see that the pump at the corner of Broad Street and Cambridge Street is

in the middle of the epidemic. This data analysis led Snow to investigate the

water supply at that pump, discovering that raw sewage was leaking into it

through a break in the pipe.

By also locating the public pumps on the map, he demonstrated that the

source was probably the pump at the corner of Broad Street and Cambridge

Street. This was one of the first great examples of the successful application

of data analysis to public health (for more information, see

https://www1.udel.edu/johnmack/frec682/cholera/cholera2.html). President

James K. Polk and composer Pyotr Ilyich Tchaikovsky were among the

millions who died from cholera in the nineteenth century. But even today the

disease is still a pandemic, killing around 100,000 per year world-wide.



Herman Hollerith

The decennial United States Census was mandated by the U. S. Constitution

in 1789 for the purposes of apportioning representatives and taxes. The first

census was taken in 1790 when the U. S. population was under four million.

It simply counted free men. But by 1880, the country had grown to over 50

million, and the census itself had become much more complicated, recording

dependents, parents, places of birth, property, and income.



Figure 4 Hollerith



The 1880 census took over eight years to compile. The United States Census



Bureau realized that some sort of automation would be required to complete

the 1890 census. They hired a young engineer named Herman Hollerith, who

had proposed a system of electronic tabulating machines that would use

punched cards to record the data.

This was the first successful application of automated data processing. It was

a huge success. The total population of nearly 62 million was reported after

only six weeks of tabulation.

Hollerith was awarded a Ph.D. from MIT for his achievement. In 1911, he

founded the Computing-Tabulating-Recording Company, which became the

International Business Machines Corporation (IBM) in 1924. Recently

IBM built the supercomputer Watson, which was probably the most

successful commercial application of data mining and artificial intelligence

yet produced.



ENIAC

During World War II, the U. S. Navy had battleships with guns that could

shoot 2700-pound projectiles 24 miles. At that range, a projectile spent

almost 90 seconds in flight. In addition to the guns' elevation, angle of

amplitude, and initial speed of propulsion, those trajectories were also

affected by the motion of the ship, the weather conditions, and even the

motion of the earth's rotation. Accurate calculations of those trajectories

posed great problems.

To solve these computational problems, the U. S. Army contracted an

engineering team at the University of Pennsylvania to build the Electronic

Numerical Integrator and Computer (ENIAC), the first complete

electronic programmable digital computer. Although not completed until

after the war was over, it was a huge success.

It was also enormous, occupying a large room and requiring a staff of

engineers and programmers to operate. The input and output data for the

computer were recorded on Hollerith cards. These could be read

automatically by other machines that could then print their contents.

ENIAC played an important role in the development of the hydrogen bomb.

Instead of artillery tables, it was used to simulate the first test run for the

project. That involved over a million cards.



Figure 5 ENIAC



VisiCalc

In 1979, Harvard student Dan Bricklin was watching his professor correct

entries in a table of finance data on a chalkboard. After correcting a mistake

in one entry, the professor proceeded to correct the corresponding marginal

entries. Bricklin realized that such tedious work could be done much more

easily and accurately on his new Apple II microcomputer. This resulted in his

invention of VisiCalc, the first spreadsheet computer program for

microcomputers. Many agree that that innovation transformed the

microcomputer from a hobbyist's game platform to a serious business tool.

The consequence of Bricklin's VisiCalc was a paradigm shift in commercial

computing. Spreadsheet calculations, an essential form of commercial data

processing, had until then required very large and expensive mainframe

computing centers. Now they could be done by a single person on a personal

computer. When the IBM PC was released two years later, VisiCalc was

regarded as essential software for business and accounting.



Data, information, and knowledge

The 1854 cholera epidemic case is a good example for understanding the

differences between data, information, and knowledge. The data that Dr.

Snow used, the locations of cholera outbreaks and water pumps, was already

available. But the connection between them had not yet been discovered. By

plotting both datasets on the same city map, he was able to determine that the

pump at Broad street and Cambridge street was the source of the

contamination. That connection was new information. That finally led to the

new knowledge that the disease is transmitted by foul water, and thus the new

knowledge on how to prevent the disease.



Why Java?

Java is, as it has been for over a decade, the most popular programming

language in the world. And its popularity is growing. There are several good

reasons for this:

Java runs the same way on all computers

It supports the object-oriented programming (OOP) paradigm

It interfaces easily with other languages, including the database query

language SQL

Its Javadoc documentation is easy to access and use

Most open-source software is written in Java, including that which is

used for data analysis

Python may be easier to learn, R may be simpler to run, JavaScript may be

easier for developing websites, and C/C++ may be faster, but for general

purpose programming, Java can't be beat.

Java was developed in 1995 by a team led by James Gosling at Sun

Microsystems. In 2010, the Oracle Corporation bought Sun for $7.4 B and

has supported Java since then. The current version is Java 8, released in 2014.

But by the time you buy this book, Java 9 should be available; it is scheduled

to be released in late 2017.

As the title of this book suggests, we will be using Java in all our examples.



Note

Appendix includes instructions on how to set up your computer with Java.



Java Integrated Development

Environments

To simplify Java software development, many programmers use an

Integrated Development Environment (IDE). There are several good, free

Java IDEs available for download. Among them are:

NetBeans

Eclipse

JDeveloper

JCreator

IntelliJ IDEA

These are quite similar in how they work, so once you have used one, it's

easy to switch to another.

Although all the Java examples in this book can be run at the command line,

we will instead show them running on NetBeans. This has several

advantages, including:

Code listings include line numbers

Standard indentation rules are followed automatically

Code syntax coloring

Here is the standard Hello World program in NetBeans:



Listing 1 Hello World program



When you run this program in NetBeans, you will see some of its syntax

coloring: gray for comments, blue for reserved words, green for objects, and

orange for strings.

In most cases, to save space, we will omit the header comments and the

package designation from the listing displays, showing only the program, like

this:



Listing 2 Hello World program abbreviated



Or, sometimes just we'll show the main() method, like this:



Listing 3 Hello World program abbreviated further



Nevertheless, all the complete source code files are available for download at

the Packt Publishing website.

Here is the output from the Hello World program:



Figure 6 Output from the Hello World program



Note

Appendix describes how to install and start using NetBeans.



Summary

The first part of this chapter described some important historical events that

have led to the development of data analysis: ancient commercial record

keeping, royal compilations of land and property, and accurate mathematical

models in astronomy, physics, and navigation. It was this activity that led

Babbage to invent the computer. Data analysis was borne from necessity in

the advance of civilization, from the identification of the source of cholera, to

the management of economic data, and the modern processing of massive

datasets.

This chapter also briefly explained our choice of the Java programming

language for the implementation of the data analysis algorithms to be studied

in this book. And finally, it introduced the NetBeans IDE, which we will also

use throughout the book.



Chapter 2. Data Preprocessing

Before data can be analyzed, it is usually processed into some standardized

form. This chapter describes those processes.



Data types

Data is categorized into types. A data type identifies not only the form of the

data but also what kind of operations can be performed upon it. For example,

arithmetic operations can be performed on numerical data, but not on text

data.

A data type can also determine how much computer storage space an item

requires. For example, a decimal value like 3.14 would normally be stored in

a 32-bit (four bytes) slot, while a web address such as https://google.com

might occupy 160 bits.

Here is a categorization of the main data types that we will be working with

in this book. The corresponding Java types are shown in parentheses:

Numeric types

Integer (int)

Decimal (double)

Text type

String (String)

Object types

Date (java.util.Date)

File (java.io.File)

General object (Object)



Variables

In computer science, we think of a variable as a storage location that holds a

data value. In Java, a variable is introduced by declaring it to have a specific

type. For example, consider the following statement:

String lastName;



It declares the variable lastName to have type String.

We can also initialize a variable with an explicit value when it is declared,

like this:

double temperature = 98.6;



Here, we would think of a storage location named temperature that contains

the value 98.6 and has type double.

Structured variables can also be declared and initialized in the same

statement:

int[] a = {88, 11, 44, 77, 22};



This declares the variable a to have type int[] (array of ints) and contain

the five elements specified.



Data points and datasets

In data analysis, it is convenient to think of the data as points of information.

For example, in a collection of biographical data, each data point would

contain information about one person. Consider the following data point:

("Adams", "John", "M", 26, 704601929)



It could represent a 26-year-old male named John

704601929.



Adams



with ID number



We call the individual data values in a data point fields (or attributes). Each

of these values has its own type. The preceding example has five fields: three

text and two numeric.

The sequence of data types for the fields of a data point is called its type

signature. The type signature for the preceding example is (text, text, text,

numeric, numeric). In Java, that type signature would be (String, String,

String, int, int).

A dataset is a set of data points, all of which have the same type signature.

For example, we could have a dataset that represents a group of people, each

point representing a unique member of the group. Since all points of the set

have the same type signature, we say that signature characterizes the dataset

itself.



Null values

There is one special data value whose type is unspecified, and therefore may

take the role of any type. That is the null value. It usually means unknown.

So, for example, the preceding dataset described could contain the data point

("White", null, "F", 39, 440163867), which would represent a 39-yearold female with last name White and ID number 440163867 but whose first

name is unknown (or unspecified).



Relational database tables

In a relational database, we think of each dataset as a table, with each data

point being a row in the table. The dataset's signature defines the columns of

the table.

Here is an example of a relational database table. It has four rows and five

columns, representing a dataset of four data points with five fields:

Last name First name Sex Age ID

Adams



John



M



26



704601929



White



null



F



39



440163867



Jones



Paul



M



49



602588410



Adams



null



F



30



120096334



Note

There are two null fields in this table.

Because a database table is really a set of rows, the order of the rows is

irrelevant, just as the order of the data points in any dataset is irrelevant. For

the same reason, a database table may not contain duplicate rows and a

dataset may not contain duplicate data points.



Key fields

A dataset may specify that all values of a designated field be unique. Such a

field is called a key field for the dataset. In the preceding example, the ID

number field could serve as a key field.

When specifying a key field for a dataset (or a database table), the designer

must anticipate what kind of data the dataset might hold. For example, the

First name field in the preceding table would be a bad choice for a key field,

because many people have the same first name.

Key values are used for searching. For example, if we want to know how old

Paul Jones is, we would first find the data point (that is, row) whose ID is

602588410 and then check the age value for that point.

A dataset may designate a subset of fields, instead of a single field, as its key.

For example, in a dataset of geographical data, we might designate the

Longitude and Latitude fields together as forming the key.



Key-value pairs

A dataset which has specified a subset of fields (or a single field) as the key

is often thought of as a set of key-value pairs (KVP). From this point of

view, each data point has two parts: its key and its value for that key. (The

term attribute-value pairs is also used.)

In the preceding example, the key is ID and the value is Last name, First

name, Sex, Age.

In the previously mentioned geographical dataset, the key could be

Longitude, Latitude and the value could be Altitude, Average

Temperature, Average, and Precipitation.

We sometimes think of a key-value pairs dataset as an input-output structure,

with the key fields as input and the value fields as output. For example, in the

geographical dataset, given a longitude and a latitude, the dataset returns the

corresponding altitude, average temperature, and average precipitation.



Hash tables

A dataset of key-value pairs is usually implemented as a hash table. It is a

data structure in which the key acts like an index into the set, much like page

numbers in a book or line numbers in a table. This direct access is much

faster than sequential access, which is like searching through a book page-bypage for a certain word or phrase.

In Java, we usually use the java.util.HashMap class to

implement a key-value pair dataset. The type parameters Key and Value are

specified classes. (There is also an older HashTable class, but it is considered

obsolete.)

Here is a data file of seven South American countries:



Figure 2-1 Countries data file



Here is a Java program that loads this data into a HashMap object:



Listing 2-1 HashMap example for Countries data



The Countries.dat file is in the data folder. Line 15 instantiates a

java.io.File object named dataFile to represent the file. Line 16

instantiates a java.util.HashMap object named dataset. It is structured to

have String type for its key and Integer type for its value. Inside the try

block, we instantiate a Scanner object to read the file. Each data point is

loaded at line 22, using the put() method of the HashMap class.

After the dataset has been loaded, we print its size at line 27 and then print

the value for Peru at line 28. (The format code %,d prints the integer value

with commas.)

Here is the program's output:



Figure 2-2 Output from HashMap program



Notice, in the preceding example, how the get() method implements the

input-output nature of the hash table's key-value structure. At line 28, the

input is the name Peru and the resulting output is its population 29,907,003.

It is easy to change the value of a specified key in a hash table. Here is the

same HashMap example with these three more lines of code added:



Listing 2-2 HashMap example revised



Line 29 changes the value for Peru to be 31,000,000.

Here's the output from this revised program:



Figure 2-3 Output from revised HashMap program



Notice that the size of the hash table remains the same. The put() method

adds a new data point only when the key value is new.



File formats

The Countries.dat data file in the preceding example is a flat file—an

ordinary text file with no special structure or formatting. It is the simplest

kind of data file.

Another simple, common format for data files is the comma separated

values (CSV) file. It is also a text file, but uses commas instead of blanks to

separate the data values. Here is the same data as before, in CSV format:



Figure 2-4 A CSV data file



Note

In this example, we have added a header line that identifies the columns by

name: Country and Population.

For Java to process this correctly, we must tell the Scanner object to use the

comma as a delimiter. This is done at line 18, right after the input object is

instantiated:



Listing 2-3 A program for reading CSV data



The regular expression ,|\\s means comma or any white space. The Java

symbol for white space (blanks, tabs, newline, and so on.) is denoted by '\s'.

When used in a string, the backslash character itself must be escaped with

another preceding backslash, like this: \\s. The pipe character | means "or"

in regular expressions.

Here is the output:



Figure 2-5 Output from the CSV program



The format code %-10s means to print the string in a 10-column field, leftjustified. The format code %,12d means to print the decimal integer in a 12column field, right-justified, with a comma preceding each triple of digits (for

readability).



Microsoft Excel data

The best way to read from and write to Microsoft Excel data files is to use the

POI open source API library from the Apache Software Foundation. You can

download the library here: https://poi.apache.org/download.html. Choose the

current poi-bin zip file.

This section shows two Java programs for copying data back and forth

between a Map data structure and an Excel workbook file. Instead of a

HashMap, we use a TreeMap, just to show how the latter keeps the data points

in order by their key values.

The first program is named FromMapToExcel.java. Here is its main()

method:



Listing 2-4 The FromMapToExcel program



The load() method at line 23 loads the data from the Countries data file

shown in Figure 2-1 into the map. The print() method at line 24 prints the

contents of the map. The storeXL() method at line 25 creates the Excel

workbook as Countries.xls in our data folder, creates a worksheet named

countries in that workbook, and then stores the map data into that worksheet.

The resulting Excel workbook and worksheet are shown in Figure 2-6.

Notice that the data is the same as in the file shown in Figure 2-1. The only

difference is that, since the population of Brazil is over 100,000,000, Excel

displays it as rounded and in exponential notation: 2.01E+08.



The code for the load() method is the same as that in Lines 15-26 of Listing

2-1, without line 16.

Here is the code for the print() method:



Listing 2-5 The print() method of the FromMapToExcel program



Figure 2-6 Excel workbook created by FromMapToExcel program



In Listing 2-5, line 45 extracts the set of keys (countries) from the map. Then,



for each of these, we get the corresponding population at line 47 and print

them together at line 48.

Here is the code for the storeXL() method:



Listing 2-6 The storeXL() method of the FromMapToExcel program



Lines 60-63 instantiate the out, workbook, worksheet, and countries

objects. Then each iteration of the for loop loads one row into the worksheet

object. That code is rather self-evident.

The next program loads a Java map structure from an Excel table, reversing

the action of the previous program.



Listing 2-7 The FromExcelToMap program



It simply calls this loadXL() method and then prints the resulting map:



Listing 2-8 The loadXL() method of the FromExcelToMap program



The loop at lines 37-45 iterates once for each row of the Excel worksheet.

Each iteration gets each of the two cells in that row and then puts the data



pair into the map at line 44.



Note

The code at lines 34-35 instantiates HSSFWorkbook and HSSFSheet objects.

This and the code at lines 38-39 require the import of three classes from the

external package org.apache.poi.hssf.usermodel; specifically, these three

import statements:

import org.apache.poi.hssf.usermodel.HSSFRow;

import org.apache.poi.hssf.usermodel.HSSFSheet;

import org.apache.poi.hssf.usermodel.HSSFWorkbook;



The Java archive can be downloaded from

https://poi.apache.org/download.html—POI-3.16. See Appendix for

instructions on installing it in NetBeans.



XML and JSON data

Excel is a good visual environment for editing data. But, as the preceding

examples suggest, it's not so good for processing structured data, especially

when that data is transmitted automatically, as with web servers.

As an object-oriented language, Java works well with structured data, such as

lists, tables, and graphs. But, as a programming language, Java is not meant

to store data internally. That's what files, spreadsheets, and databases are for.

The notion of a standardized file format for machine-readable, structured data

goes back to the 1960s. The idea was to nest the data in blocks, each of which

would be marked up by identifying it with opening and closing tags. The tags

would essentially define the grammar for that structure.

This was how the Generalized Markup Language (GML), and then the

Standard Generalized Markup Language (SGML), were developed at

IBM. SGML was widely used by the military, aerospace, industrial

publishing, and technical reference industries.

The Extensible Markup Language (XML) derived from SGML in the

1990s, mainly to satisfy the new demands of data transmission on the World

Wide Web. Here is an example of an XML file:



Figure 2-7 An XML data file



This shows three  objects, each with a different number of fields. Note

that each field begins with an opening tab and ends with a matching closing

tag. For example, the field 2017 has opening tag  and

closing tag .

XML has been very popular as a data transmission protocol because it is

simple, flexible, and easy to process.

The JavaScript Object Notation (JSON) format was developed in the early

2000s, shortly after the popularity of the scripting language JavaScript began

to rise. It uses the best ideas of XML, with modifications to accommodate



easy management with Java (and JavaScript) programs. Although the J in

JSON stands for JavaScript, JSON can be used with any programming

language.

There are two popular Java API libraries for JSON: javax.jason and

org.json. Also, Google has a GSON version in com.google.gson. We will

use the Official Java EE version, javax.jason.

JSON is a data-exchange format—a grammar for text files meant to convey

data between automated information systems. Like XML, it is used the way

commas are used in CSV files. But, unlike CSV files, JSON works very well

with structured data.

In JSON files, all data is presented in name-value pairs, like this:

"firstName" : "John"

"age" : 54

"likesIceCream": true



These pairs are then nested, to form structured data, the same as in XML.

Figure 2-8 shows a JSON data file with the same structured data as the XML

file in Figure 2-7.



Figure 2-8 A JSON data file



The root object is a name-value pair with books for its name. The value for

that JSON object is a JSON array with three elements, each a JSON object

representing a book. Notice that the structure of each of those objects is

slightly different. For example, the first two have an authors field, which is

another JSON array, while the third has a scalar author field instead. Also,

the last two have no edition field, and the last one has no isbn field.



Each pair of braces {} defines a JSON object. The outer-most pair of braces

define the JSON file itself. Each JSON object then is a pair of braces,

between which are a string, a colon, and a JSON va
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